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In figure 1 below, the charts on the top and bottom left 
show that in 2010, studies were based on 1 hundred cells, and 
by 2020 had increased 4 orders of magnitude to 1 million cells 
per study. On the top right are examples of how the modalities 
of data increased. 

The Extra-Exponential Growth of Cell Data
When fighting the global spread of a pandemic or working 
to fight cancer, faster time-to-discovery saves lives. For 
this critical bioscience work, scientists have employed 
single-cell RNA sequencing to assemble entire genomes 
and reveal genetic variants. Modern gene sequencing 
technology has grown exponentially in the last decade 
from studying hundreds of cells to millions of cells. 
At the same time, the modality of data has increased 
exponentially to improve the profiling of different 
aspects of a cell, including its genome, transcriptome 
and epigenome, and the spatial organisation of the above 
-nomes. The emergence of multi-modal studies of millions 
of cells has resulted in the extra-exponential growth of 
cell data resulting in DGM (data is greater than memory).

Figure 1 – Growth of data driven by the increase in number of cells/study and modalities of data

A Problem Emerges: Storage Becomes a Bottleneck When 
Data is Greater than Memory
For the last 50 years, computing has been dominated by a model 
which uses storage as “virtual” memory for data that cannot fit 
into DRAM. The R error message in the lower right-hand corner 
of figure 1 is an example of how the extra-exponential growth of 
data is crushing IT infrastructure such as the current computing 
model and R.

Single-cell sequencing jobs are multi-stage analytic 
pipelines using very large matrices that need to be loaded 

from storage into memory for each stage. With terabyte data 
sets, loading data from storage into memory takes a long time. 
And when all the cell data doesn’t fit in memory, then code 
execution becomes IO-intensive as data is swapped from 
storage.

Even with high-performance solid-state disk, repetitively 
loading data from storage and executing application code with 
IO to storage is 1,000x slower than memory. The traditional 
model and storage IO has become a bottleneck in many types 
of multi-stage analytic jobs with massive data sets.

Big Memory Computing: The Future of IT Infrastructure for 
Genomics Research
Technology has emerged that enables bioinformaticians to 
keep pace with the extra-exponential growth of cell data 
and the corresponding storage bottleneck in the single-
cell sequencing pipelines. The new technology is called Big 
Memory Computing.

Big Memory was designed for large data sets (big data) 
that must be processed quickly (fast data) because time-to-

insight is critical to applications such as genomics research. 
To process this big and fast data, Big Memory Computing 
integrates DRAM, lower cost persistent memory, and memory 
virtualisation to provide a lower cost pool of memory that 
gives bioinformaticians fine-grained control over memory 
capacity, performance, availability, security, and mobility.

Real-Life Examples of Big Memory Accelerating Single-Cell 
Sequencing
Below are two examples of Big Memory Computing at work 
in the Bio IT World. Analytical Biosciences was founded 
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Figure 4 – Analytical Biosciences reduces storage IO while creating parallelism in pipeline

Figure 2 – Traditional Computing Model

Figure 3 – Big Memory Computing Mode

to create and harness the human disease precision atlas 
through cutting-edge single-cell genomics and bioinformatics. 
The Translational Genomics Research Institute (TGen) is a 
non-profit genomics research institute that employs genetic 
discoveries to improve disease outcomes by developing 
smarter diagnostics and targeted therapeutics.

Analytical Biosciences Reduces Pipeline Throughput by 61%, 
Storage IO by 97%
As the growth of their cell data and pipeline throughput 
exploded, Analytical Biosciences deployed persistent 
memory and memory virtualisation software to accelerate 

their time to insight. In Figure 4 below, the chart on the 
left shows that pipeline execution time was reduced 58% 
to 2.4875 hours. The pie charts on the bottom show that 
after Big Memory was deployed, pipeline execution time was 
improved because storage IO was reduced to only 3% of 
total time.

The diagram on the upper right shows why loading data 
at each stage is faster. The red diagram shows data is loaded 
from storage. The grey area shows that data is loaded from 
persistent memory at each stage. This is possible with 
another new technology, in-memory snapshots from DRAM 
to persistent memory. Once the cell data is snapshot, even a 
terabyte can be restored at each stage from persistent memory 
in a few seconds.

TGen Transforms a Single-Threaded Pipeline  
into a Multi-Threaded Pipeline
TGen was recognised in Science Advances for the use case 
shown below in an article titled, “Single-cell RNA sequencing 
reveals profibrotic roles of distinct epithelial and mesenchymal 
lineages in pulmonary fibrosis.” Like Analytical Biosciences, 
bioinformaticians at TGen deployed persistent memory and 
memory virtualisation software to accelerate their time-to-
discovery.

In figure 5 below, the diagram on the left shows their 
pipeline architecture before Big Memory. The diagram on the 
right shows their architecture after Big Memory, including the 
transformation to a multi-threaded application. Total pipeline 
throughput was reduced 36% from 6 hours, 31 minutes, to 
a little over 4 hours, 11 minutes. This was made possible by 
faster data load times, faster code execution with all data 
in-memory, and by using in-memory snapshots for parallel 
code execution.
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Figure 5 – TGen RNA Sequencing Before & After Deploying Big Memory

Big Memory for a Healthier World
For the expanding universe of real-time applications such as 
genomics sequencing, Big Memory technology can change the 
game. Virtualising DRAM and persistent memory, and adding 
a layer of management intelligence, allows applications that 
must process Big Data to do so faster and more reliably without 
facing the storage I/O bottleneck. That means significantly 
more processing speed and efficiency for the critical work 
being done to find the cures we need for a healthier world.


